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Linear Models

Linear Regression Fit a linear 
function to the data,

[ Image: Murphy, K. (2012) ] [ Image: Hastie et al. (2001) ]

Logistic Regression Learn a 
decision boundary that is linear in the 
data,



Nonlinear Data

What if our data are not 
well-described by a linear 

function?

What if classes are not 
linearly-separable?

[Source: Murphy, K. (2012) ]



Example: Earthquake Prediction 

Suppose that we want to predict the number of earthquakes 
that occur of a certain magnitude.  Our data are given by,

Fitting a linear regression
is not very helpful

[ Source: Silver, N. (2012) ]



Example: Earthquake Prediction 

Suppose that we want to predict the number of earthquakes 
that occur of a certain magnitude.  Our data are given by,

[ Source: Silver, N. (2012) ]

Idea Instead of fitting ordinary
linear regression,

Fit an alternative model
ln 𝑦 = 𝑤!𝑥



Basis Functions

• A basis function can be any function of the input features X
• Define a set of m basis functions
• Fit a linear regression model in terms of basis functions,

• Regression model is linear in the basis transformations
• Model is nonlinear in the data X



Common “All-Purpose” Basis Functions

• Linear basis functions recover the original linear model,

• Quadratic                     or                         capture 2nd order interactions
• An order p polynomial                               captures higher-order 

nonlinearities (but requires 𝑂(𝑑') parameters)
• Nonlinear transformation of single inputs, 

• An indicator function specifies a region of the input,

Returns mth dimension of X





Example: Polynomial Basis Functions

Create three two-dimensional data points [0,1], [2,3], [4,5]:

Compute quadratic features                                     ,

These are now our new data and ready to fit a model…



Example: Polynomial Regression
Create a 3rd order polynomial (cubic) regression problem,

Create cubic features                     ,



Example: Polynomial Regression



Linear Regression
Recall that the ordinary least squares solution is given by,

Design Matrix
( each training input on a column )

Vector of
Training labels

Can similarly solve in terms of basis functions,



Example: Piecewise Constant Regression

Decompose the input space into 3 
regions with indicator basis functions,

Fit linear regression model,

Effectively fits 3 constant functions to 
data in each region

[Source: Hastie et al. (2001)]



Example: Piecewise Linear Regression

Decompose the input space into 3 
regions with basis functions,

Fit linear regression model,

Effectively fits 3 linear regressions 
independently to data in each regionRegression lines are discontinuous

at boundary points

[Source: Hastie et al. (2001)]



Example: Piecewise Linear Regression

Enforce constraint that lines agree at 
boundary points,

Where

An improvement, but generally prefer smoother functions…

[Source: Hastie et al. (2001)]

Takeaway: basis functions can encode the inductive biases of the learner



[Source: Hastie et al. (2001)]

Replace linear basis 
functions with 
polynomial,

Additional constraints 
ensure smooth 1st and 

2nd derivatives at 
boundaries



Polynomial Splines

These piecewise regression 
functions are called splines

Supported in Scikit-Learn
preprocessing.SplineTransformer

Caution Polynomial basis functions 
often yield poor out-of-sample 
predictions with higher order 
producing more extreme predictions 
(Runge’s Phenomenon, 1901)



Data Preprocessing

• Generally the first step in data science involves preprocessing 
or transforming data in some way

• Filling in missing values (imputation)
• Centering / normalizing data
• Etc.

• We then fit our models to this preprocessed data

• One way to view preprocessing is simply as computing some 
basis function



Basis Functions

Pros
•  More flexible modeling that is nonlinear in the original data
•  Increases model expressivity

Cons
•  Typically requires more parameters to be learned
•  More sensitive to overfitting training data – needs regularization
•  Need to find good basis functions (feature engineering)



Overfitting can happen (Schaeffer et al, 2023) 

• 𝑦 = 2𝑥 + cos(25𝑥)
• Fit a linear regression model with polynomial feature map 𝜙 𝑥 =
(1, 𝑥, . . 𝑥!) with 20 training examples

22https://arxiv.org/pdf/2303.14151.pdf

𝑝 small 𝑝 ≈ 20 -- overfitting 𝑝 = 200 – “benign overfitting”



Overfitting can happen (Schaeffer et al, 2023) 

• 𝑦 = 2𝑥 + cos(25𝑥)
• Fit a linear regression model with polynomial feature map 𝜙 𝑥 =
(1, 𝑥, . . 𝑥!) with 20 training examples

23

https://arxiv.org/pdf/2303.14151.pdf

Classical regime Modern regime – benign overfitting 
coined by (Belkin et al, 2018)

Training MSE = 0 whenever 𝒑 ≥ 𝟐𝟎 
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Linear Decision Boundary
Any boundary that separates classes is equally good on training data
Are they equally good on unseen test data?

[ Source: http://www-bcf.usc.edu/~gareth/ISL/ ]

Not necessarily

http://www-bcf.usc.edu/~gareth/ISL/
http://www-bcf.usc.edu/~gareth/ISL/
http://www-bcf.usc.edu/~gareth/ISL/


Classifier Margin

[ Source: http://www-bcf.usc.edu/~gareth/ISL/ ]

The margin measures minimum 
distance between each class and the 

decision boundary

Observation Decision boundaries with 
larger margins are more likely to 
generalize to unseen data

Idea Learn the classifier with the largest 
margin that still separates the data…

…we call this a max-margin classifier

http://www-bcf.usc.edu/~gareth/ISL/
http://www-bcf.usc.edu/~gareth/ISL/
http://www-bcf.usc.edu/~gareth/ISL/


Computing the Margin

Recall that the linear model is given by
y(x) = wTφ(x) + b

Decision boundary is now at 𝑦(𝑥) 	= 	0 and 
signed distance of 𝜙(𝑥) to the boundary is: 

Where the norm of the weights is 

Recall HW0 -- Also known as the distance from a 
point to a plane equation:

wiki/Distance_from_a_point_to_a_plane

y(x)

‖w‖
=

wTφ(x) + b

‖w‖

https://en.wikipedia.org/wiki/Distance_from_a_point_to_a_plane


Support Vector Machines (SVM)

The margin measures minimum 
distance between each class and the 
decision boundary

Observation Decision boundaries with 
larger margins are more likely to 
generalize to unseen data

Idea Learn the classifier with the largest 
margin that still separates the data…

…we call this a max-margin classifier



Max-Margin Classifier

For training data 𝑥! , 𝑦! , we would like to choose (𝑤, 𝑏) to ensure two 
properties:
 (1) all points are correctly classified: 
                 𝑦! 𝑤"𝜙(𝑥!) + 𝑏 > 0, 𝑛 = 1,…𝑁 
 (2) the margins of all points #

!$(&")()
‖#‖

, 𝑛 = 1,…𝑁 are as large as 
possible

This motivates the following optimization problem (O1): 

   maximize
#.)

min
!

#!$(&")()
#

                           subject	to: 𝑦! 𝑤"𝜙(𝑥!) + 𝑏 > 0, 𝑛 = 1,…𝑁 



Support Vector Machine (SVM) derivation

(O1)  maximize
!.#

min
$

!*%('+))#
!

                  subject	to: 𝑦$ 𝑤*𝜙(𝑥$) + 𝑏 > 0, 𝑛 = 1,…𝑁 

• Note: for perfect classification, !
*%('+))#

!
= ++ !*%('+))#

!
 for all 𝑛

• Therefore, (O1) is equivalent to (O2): 

   maximize
!.#

min
$

++ !*%('+))#
!

subject	to: 𝑦$ 𝑤*𝜙(𝑥$) + 𝑏 > 0, 𝑛 = 1,…𝑁

Minimum margin

Perfect classification

The objective is not a convex function.. Let’s try to convert it to a convex function..

The constraint set is OK.. It’s a collection of linear inequalities



SVM derivation

• (O2): 

        maximize
".$

min
%

&! ""'()!)+$
"

subject	to: 𝑦% 𝑤,𝜙(𝑥%) + 𝑏 > 0, 𝑛 = 1,…𝑁

• Infinitely many solutions – e.g., if 𝑤, 𝑏  is optimal, then 
2𝑤, 2𝑏  is also optimal

• Let’s add the constraint: min
%

 𝑦% 𝑤,𝜙(𝑥%) + 𝑏 = 1



SVM derivation (580 only)

To solve (O2), it suffices to solve (O3): 

                             maximize
".$

min
%

&! ""'()!)+$
"

      subject	to: min
%

 𝑦% 𝑤,𝜙(𝑥%) + 𝑏 = 1

Observe: this is now = !
"
	! 

Rewrite this as: 
        min

",$
.
/
𝑤 /

s. t. 	 𝑦0 𝑤,𝑥0 + 𝑏 ≥ 1, ∀𝑖
This is the SVM Primal Optimization



Support Vector Machine
SVM solves the convex optimization problem…

Convex optimization problems can generally 
be solved efficiently (e.g. CVXPY)

• x are d-dimensional vectors => w is d-dimensional vector
• Margins determined by nearest data points called support vectors

This is known as the
primal optimization



Nonlinear Max-Margin Classifier

Data Space Basis Space

Decision boundary is linear in the transformed data, but 
nonlinear in the original data space



Nonlinear SVM: SVM with basis function

Again, this is equivalent to:

• 𝜙(𝑥) are D-dimensional vectors => w is a D-dimensional vector
• Margins determined by nearest data points called support vectors

This is known as the
primal optimization



Support Vector Machine: dual problem

SVM Dual Problem (high-level idea) Find the support vectors (set of 
constraints that hold with equality) that induce the max-margin classifier

Support vectors are tight to the margin, 
and satisfy constraints with equality:

All other points are outside the margin 
and constraints are loose:



Support Vector Machine: dual variables

Fact The solution of the SVM, 𝑤, can be written as a 
linear combination of features of examples 
    𝑤 = ∑!,-. 𝜆!𝑦!𝜙(𝑥!)

• Dual variables are nonzero (𝜆! > 0) for any support vector
• Dual variables are zero (𝜆! = 0) for non-support vectors
• Classifier only needs to store support vectors (sparse representation)
• Making a prediction on a new example 𝑥, compare 

  against zero
y(x) =

N∑

n=1

λnynφ(x)
Tφ(xn)

Dual variable for each e𝐱𝐞𝐦𝐩𝐥𝐚𝐫	𝒏
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Kernel Functions: saving computation

Example 
𝑥 is 10-dimensional; 𝜙 𝑥 = {all order-10 monomials, e.g. 𝑥- ⋅ 𝑥/ ⋅ … ⋅ 𝑥-0}
 𝜙 𝑥  has 10-0 = 1 billion dimensions – too expensive to maintain!

Basis transform
on new point

Basis transform
on training point

Interaction with training points
in transformed basis space

Recall: nonlinear SVM predicts by 

Drawback 𝜙(𝑥) may be extremely high dimensional, making 𝑦(𝑥) 
computationally expensive to evaluate using (*)  



Kernel Functions: saving computation

Idea Define a new function as the inner product with basis transforms,

Basis transform
on new point

Basis transform
on training point

Interaction with training points
in transformed basis space

We can now represent the classifier without explicitly maintaining 𝜙(𝑥)’s,

We call this a
“kernel function”

Recall: nonlinear SVM predicts by 

Intuition of a kernel function: similarity between two inputs  



Kernel function: definition

• Definition: function 𝐾 𝑥, 𝑧  is said to be a kernel, if there exists 
some real-valued feature map 𝜙(𝑥) such that 𝐾 𝑥, 𝑧 = 𝜙(𝑥), 𝜙(𝑧)

  
• 𝐾 is said to be the kernel function associated with feature map 𝜙

• Not all functions 𝐾 𝑥, 𝑧  are kernels!
• E.g. 𝐾 𝑥, 𝑧 = ⟨𝑥, 𝑧⟩ is a kernel function, but 𝐾 𝑥, 𝑧 = −⟨𝑥, 𝑧⟩ is not a kernel 

function (Why? we will see..)
• We will see some useful tools for validating / invalidating kernel functions

Notation: 𝑎, 𝑏  means dot product



Basic properties of kernel function

• If 𝐾 is a kernel function, then: 

• Positivity: 𝐾 𝑥, 𝑥 ≥ 0 for any 𝑥
• Why?
• Is 𝐾 𝑥, 𝑧 = max(𝑥, 𝑧) a kernel function?

• Symmetry: 𝐾 𝑥, 𝑧 = 𝐾(𝑧, 𝑥) for every 𝑥, 𝑧
• Why?
• Is 𝐾 𝑥, 𝑧 = 𝑥 − 𝑧 a kernel function?

𝜙(𝑥), 𝜙(𝑥) ≥ 0 must be true

No, max −1,−1 = −1 < 0

𝜙(𝑥), 𝜙(𝑧) = 𝜙(𝑧), 𝜙(𝑥)  must be true

No, 𝐾 1,2 = −1 ≠ 𝐾 2,1 = 1



Kernel function: basic example

• 𝐾 𝑥, 𝑧 = 1 is a valid kernel function 

• Why? Find a feature map 𝜙 such that 𝜙 𝑥 , 𝜙 𝑧 = 𝐾(𝑥, 𝑧)

• For this example, we can just define our feature map 

𝜙 𝑥 = (1)

so that for any 𝑥, 𝑧, 𝜙 𝑥 , 𝜙 𝑧 = 1×1 = 1

43



Kernel function: an example

• Let 𝑥 < 1	
• 𝜙 𝑥 = 1, 𝑥, 𝑥/, 𝑥1, … , = 𝑥% %2.

3  
• An infinite dimensional feature map!
• Impossible to maintain in computer memory explicitly L

• Induced Kernel function: 

𝐾 𝑥, 𝑧 ≔ 𝜙 𝑥 , 𝜙 𝑧 = L
%24

3

𝑥 ⋅ 𝑧 % =
1

1 − 𝑥𝑧
• Takes only constant time to evaluate J 

44



Example: Fisher’s Iris Dataset

Iris setosa Iris versicolor Iris virginica

Classify among 3 species of Iris flowers…

Four features (in centimeters)
• Petal length / width
• Sepal length / width



Kernel SVM in Scikit Learn

• General kernel-based SVM lives in:
sklearn.svm.svc(kernel=‘kernel_name’)

• Supports most major kernel types

Note: basis function has infinite dimensions

https://scikit-learn.org/stable/modules/generated/sklearn.svm.SVC.html




Kernel SVM

• Makes prediction by taking the sign of  

• Jupyter notebook here Dual variable

https://colab.research.google.com/drive/1FFsnCqc6ykaGznGaC8ie9OvgI0n6Pt5T


Example: Fisher’s Iris Dataset

Fairly easy to separate 
setosa from others using a 

linear classifier

Need to use nonlinear basis / 
kernel to better separate 

other classes



Example: Fisher’s Iris Dataset

Train 8-degree polynomial kernel SVM classifier,

[ Source: https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/ ]

Generate predictions on held-out test data,

Show confusion matrix and classification accuracy,

True class = versicolor, predicted class = virginica

https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/
https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/
https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/
https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/
https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/
https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/
https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/
https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/
https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/
https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/
https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/
https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/
https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/
https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/
https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/
https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/
https://stackabuse.com/implementing-svm-and-kernel-svm-with-pythons-scikit-learn/


Linear kernel

Example The linear basis                 produces the kernel,

This is called the linear kernel



Polynomial kernels

• 𝜅(𝑥, 𝑧) 	= 1 + 𝑥, 𝑧 . Q: is this a valid kernel?

• E.g., if 𝑑 = 2, 𝑥 = (𝑥/, 𝑥0) and 𝑧 = (𝑧/, 𝑧0), 𝑘 = 2,

1 + 𝑥#𝑧# + 𝑥$𝑧$ $

 = 1 + 𝑥#$𝑧#$ + 𝑥$$𝑧$$ + 2𝑥#𝑧# + 2𝑥$𝑧$ + 2𝑥#𝑥$𝑧$𝑧#

 = ⟨𝜙 𝑥 , 𝜙 𝑧 ⟩

where 𝜙 𝑢 = (𝑢/0, 𝑢00, 2𝑢/, 2𝑢0, 2𝑢/𝑢0, 1)
• Exercise can we find feature maps for 𝜅 for general k, d?
• Exercise can we find other 𝜙 associated with 𝜅?

52

Yes

Many: E.g., 𝜙 𝑢 = (𝑢!", 𝑢"", 𝑢!, 𝑢!, 2𝑢", 2𝑢!𝑢", 1)
 



Gaussian kernel 

Example Gaussian kernel models similarity according to an 
unnormalized Gaussian distribution,

Also called a radial basis function (RBF)

Note Despite the name,
this is not a Gaussian
probability density.

𝐾 𝑥, 𝑧 = exp −
𝑥 − 𝑧 #

2𝜎#

https://mccormickml.com/2013/08/15/the-gaussian-kernel/



Validity of Gaussian/RBF kernels (580 only)

• 𝐾 𝑥, 𝑧 = exp − )56 %

/7%

• How can we show that this is a valid kernel?

54

(often parameterized as exp −𝛾 𝑥 − 𝑧 D )

=> We should find 𝜙(𝑥) that results in  
					𝐾 𝑥, 𝑥$ = ⟨𝜙 𝑥 , 𝜙 𝑥$ ⟩

(from https://www.csie.ntu.edu.tw/~cjlin/talks/kuleuven_svm.pdf)



Gaussian kernel SVM is similar to weighted k-NN

• 𝛾 = /
0>E

• Larger 𝛾 ⇒ smaller 𝜎0 ⇒ more likely to overfit
• A popular heuristic: choose 𝜎 = median( 𝑥? − 𝑥@ , 𝑖 ≠ 𝑗)

55

recall how kernel SVM make predictions:
 𝑤"𝜙(𝑥∗) = ∑$ 𝛼$𝑦$𝐾(𝑥$, 𝑥∗)	

Similar to weighted k-NN
• argmax

%
∑$∈' (∗ 𝑤$ 1{𝑦$ = 𝑦}

• e.g., 𝑤$ = exp −𝛾 ⋅ 𝑑 𝑥$, 𝑥∗
)



Another way to recognize a kernel

Fact (Mercer’s Theorem): 𝜅 is a valid kernel function if and only if 
𝜅	satisfies Mercer’s condition, i.e., Given any set of data 𝑆 = 𝑥K K,-! , its nxn 
Gram matrix, 

Is a symmetric positive semidefinite (PSD) matrix.
Matrix 𝑀 is symmetric if 𝑀F,G = 𝑀G,F for any 𝑖, 𝑗  



Math interlude: symmetric positive semi-definite matrices

• A square symmetric matrix 𝑀 ∈ ℝ8×8 is said to be positive 
semi-definite (PSD), if for any vector 𝑣 ∈ ℝ8, 𝑣,𝑀𝑣 ≥ 0

• 𝑑 = 1, PSD matrices are just nonnegative numbers 

• They yield quadratic functions 
that “curve up” in all directions

•𝑀 is PSD ⇔ all eigenvalues of 𝑀 
  are nonnegative https://ocw.mit.edu/courses/18-06sc-linear-algebra-fall-

2011/pages/positive-definite-matrices-and-applications/



Example

• Suppose inputs 𝑥 are real numbers
• Is 𝜅 𝑥, 𝑧 = max(𝑥, 𝑧) a valid kernel function?

• The dataset S = {-1} has 1x1 Gram matrix
           𝑲: = (max −1,−1 ) = (−1) 

• It is not PSD, since we can take v = (1) and 
𝑣,𝑲:𝑣 = 1× −1 ×1 = −1 < 0

• Thus, 𝜅 fails Mercer’s condition

No -- It does not satisfy positivity 
let’s see how to use Mercer’s condition to check it in another way 



Another way to recognize a kernel

Fact (Mercer’s Theorem): 𝜅 is a valid kernel function if and only if 
𝜅	satisfies Mercer’s condition, i.e., Given any set of data 𝑆 = 𝑥K K,-! , its nxn 
Gram matrix, 

Is a symmetric positive semidefinite (PSD) matrix.

This is actually more useful for showing a function to NOT be a kernel...



Example

• Suppose inputs 𝑥, 𝑦 ≥ 0
• Is 𝜅 𝑥, 𝑦 = max(𝑥, 𝑦) a valid kernel function?
• After trying a few 𝜙’s to see if 𝜅 𝑥, 𝑦 = ⟨𝜙 𝑥 , 𝜙(𝑦)⟩ and 

failing, may want to think about showing the opposite

• Guess 𝑆 = {0, 2}   ⇒ 𝑲: =
𝜅(0,0) 𝜅(0,2)
𝜅(2,0) 𝜅(2,2) = 0 2

2 2
• 𝑲L is not PSD. Why?
• Method 1: find 𝑣 such that 𝑣"𝑲L𝑣 < 0
• Method 2: check that some eigenvalue of 𝑲L is < 0



Example

𝑲L =
𝜅(0,0) 𝜅(0,2)
𝜅(2,0) 𝜅(2,2) = 0 2

2 2
•𝑲: is not PSD. Why?
• Method 1: find 𝑣 such that 𝑣,𝑲:𝑣 < 0

• Requires some trial and error… 
• E.g. by trying 𝑣 = (−1,1), 

        𝑣,𝑲:𝑣 = (−1,1) 0 2
2 2

−1
1 = −2



Example

𝑲L =
𝜅(0,0) 𝜅(0,2)
𝜅(2,0) 𝜅(2,2) = 0 2

2 2
•𝑲: is not PSD. Why?

• Method 2: check that some eigenvalue of 𝑲L is < 0
• Avoids trial and error
• Use np.linalg.eigvals
• See notebook here

https://colab.research.google.com/drive/1SA2xtumdQzRbWzEmTcPzGd16AgFdQJYx?usp=sharing


[ Source: Bishop, C. ]



Why Kernel Functions?

At this point you might be confused…

•  We learned how to fit linear models
•  We learned how to introduce nonlinearities by using basis functions
•  Kernels are just inner products of basis functions

…then why do we need kernels?

First answer: using kernels can save a huge amount of computation 
Any other considerations?



Why Kernel Functions?

• Can directly specify kernel function without knowing basis functions

• Kernels can be more intuitive to specify since they capture meaningful 
distance / difference between two data points

• Example 1 using kernel to capture periodic similarities 

Example usage: predicting website traffic based on time

Largest when 𝒅 𝒙𝒊, 𝒙𝒋  is a multiple of 𝒑



Why Kernel Functions?

• Can directly specify kernel function without knowing basis functions

• Kernels can be more intuitive to specify since they capture meaningful 
distance / difference between two data points

• Example 2 String kernels
• 𝑘! 𝑥, 𝑦 = #common	length − 𝑛	substrings	of	𝑥	and	𝑦

• x=‘ATCG’
• y=‘ATTC’
• 𝑘/(𝑥, 𝑦) = 2, since they have 2 common length-2 substrings ‘AT’ and ‘TC’



Why Kernel Functions?

• Can directly specify kernel function without knowing basis functions

• Kernels can be more intuitive to specify since they capture meaningful 
distance / difference between two data points

• Example 3 Graph kernels 

• Example 4 Tree kernels



Kernel Ridge Regression
Recall the solution of L2-regularized linear regression (ridge regression),

Define the Gram matrix and vector as,



Kernel Ridge Regression

The learned regression function (for a new point) is then,

Solution to ridge regression

Nontrival linear algebra identity

Substitute kernel

Can now do regression without explicitly specifying 
basis functions

Also known as the dual 
formulation of linear 

regression



Kernel Ridge Regression

Kernel representation requires inversion of NxN matrix

Primal Dual

MxM Matrix Inversion
O(M3)

NxN Matrix Inversion
O(N3)

#training data N vs. #basis functions M





Example: Kernel Ridge Regression
Generate some sinusoidal (periodic) data,

Define an exponentiated sinusoidal kernel (what kind of similarity does this capture?)

Fit kernel ridge regression,

Plot results,



Kernelized Perceptron algorithm

• How to combine the Perceptron algorithm with a nonlinear feature mapping 𝜙:𝒳 →
ℝJ?

• Recall the Perceptron algorithm, run with 𝜙 𝑥 ’s: 

• Is it possible to implement this without ever explicitly computing 𝜙?
• Suppose 𝜙 induces a kernel 𝐾
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Kernelized Perceptron algorithm

• Key observation: throughout the run of the Perceptron algorithm, 
    𝑤 always has the form  𝛼-𝜙 𝑥- +⋯+ 𝛼!𝜙(𝑥!)
• Key algorithmic idea: instead of explicitly maintaining 𝑤 ∈ ℝM, we 

implicitly maintain it by maintaining its linear combination coefficient 
(𝛼-, … , 𝛼!) ∈ ℝ!! 
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calculate this by directly evaluating 𝐾(𝑥%, 𝑥&) 



Kernel methods: summary

• Kernels may be more intuitive to specify 
than basis functions

• Many standard algorithms have their 
kernelized versions

• Computational complexity: 
• Avoids dependence on basis function 

dimension J
• oftentimes 𝑂(𝑛/), 𝑛 = #training examples L 



Kernel methods: summary

• What if we have a good choice of kernel 𝜅 but cannot stand 
𝑂(𝑛/) time cost?

• Find basis function 𝜙 such that 𝜅 𝑥, 𝑥N = ⟨𝜙 𝑥 , 𝜙(𝑥′)⟩, or even just 
approximately equal

• (NeurIPS’17 test of time paper)
• Modern perspective: 

• Kernel methods are useful for understanding training neural 
networks (later in the course)


